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Mo#va#on	  and	  Objec#ve	  

•  Mo$va$on	  
– Natural	  Language	  Processing	  (NLP)	  systems	  are	  
widely	  used	  in	  clinical	  domain	  

– How	  well	  current	  NLP	  systems	  correctly	  recognize	  
and	  interpret	  abbrevia$ons	  ?	  

•  Objec$ve	  
– Compare	  the	  performance	  of	  three	  well-‐known	  
clinical	  NLP	  systems:	  MetaMap,	  MedLEE	  and	  
cTAKES	  on	  handling	  abbrevia#ons	  



Background	  

•  Clinical	  NLP	  systems	  
– MetaMap,	  developed	  by	  Aronson	  et	  al.	  at	  
Na$onal	  Library	  Medicine	  	  

– MedLEE,	  developed	  by	  Carol	  Friedman	  et	  al.	  at	  
Columbia	  University	  	  

– cTAKES,	  open-‐source	  clinical	  NLP	  system	  
developed	  based	  on	  the	  Unstructured	  Informa$on	  
Management	  Architecture	  (UIMA)	  framework	  	  

NLP	  system	   Task	   Performance	  

MetaMap	   Extrac$ng	  medical	  problems	  	  
	  

Recall=	  0.74	  
Precision=0.76	  

Iden$fy	  ten	  targeted	  clinical	  
concepts	  	  

Recall=	  0.78	  
Precision=0.99	  
	  

cTAKES	   Retrieve	  clinical	  concepts	  
from	  the	  radiology	  reports	  	  

F-‐scores	  of:	  
	  79%,	  91%,	  and	  95%	  
for	  the	  presence	  of	  
liver	  masses,	  ascites,	  
and	  varices	  	  



Abbrevia#ons	  in	  Clinical	  Notes	  
•  Pervasive	  use	  	  	  
•  Highly	  dynamic	  	  
•  Ambiguous	  	  

Mr.	  XXX	  is	  a	  gentleman	  with	  a	  PMH	  sig	  for	  recent	  CEA	  ,	  
CAD	  ,	  HTN,	  HLD	  ,	  and	  hypothyroidism	  who	  was	  transferred	  
from	  .	  .	  .	  etoh	  …	  

Ø  [Acronyms]	  ,	  [Shorted	  words	  or	  phrases]	  ,	  [Symbols]	  	  
Ø  Varied	  greatly	  by	  different	  {	  ins$tute	  ,	  note	  type	  and	  people	  }:	  

VUMC,	  VPH(Vanderbilt	  Psychiatric	  Hospital)	  

Ø  Ambiguous	  senses:	  “pt	  –	  pa$ent”	  and	  “pt	  –	  physical	  ther-‐	  apy”	  	  
Ø  Ambiguous	  between	  abbrevia$ons	  and	  English	  word:	  “mom	  –	  

mother”	  and	  “mom–milk	  of	  magnesia”	  	  
	  

Recognize and interpret 

Abbreviations?	  
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Data	  Set	  

•  Discharge	  summaries	  from	  Vanderbilt	  
Synthe$c	  Deriva$ve	  (SD),	  in	  the	  year	  of	  2006	  

•  1,112	  abbrevia$ons	  and	  their	  senses	  were	  
manually	  annotated	  from	  32	  discharge	  
summaries	  

ALL	   Clinically	  Relevant	   Ambiguous	  	  

Occurrences	  	   1,112	   855	   229	  
UNIQUE	   332	   275	  	   16	  
Wu	  Y,	  Rosenbloom	  ST,	  Denny	  JC,	  et	  al.	  Detec$ng	  abbrevia$ons	  in	  discharge	  summaries	  
using	  machine	  	  learning	  methods.	  AMIA.	  2011	  
	  



•  The	  extracted	  concepts	  (CUI	  or	  terms)	  were	  
collected	  and	  presented	  in	  a	  web-‐based	  
annota$on	  interface	  	  

•  Experts	  label	  ‘True/False’	  for	  the	  system-‐
detected	  concept,	  according	  to	  the	  annota$on	  

•  Experts	  label	  ‘True/False’	  for	  Clinical	  relevant	  

Expert	  Evalua#on	   Experts	  label	  ‘True/False’	  
for	  system-‐detected	  sense	  

Experts	  label	  ‘True/False’	  
for	  clinical	  relevant	  

Experts	  judge	  without	  
knowing	  the	  NLP	  system	  

names	  



Issue	  of	  Evalua#on	  

 

 
 

  

Evaluating NLP system Output 

For each NLP system, the extracted concepts (CUI or terms) associated with annotated abbreviations were collected 
and presented in a web-based annotation interface. Figure 1 shows an example of the annotation interface. The first 
row shows the manually annotated abbreviation and its sense from expert. In the fifth column (counted from index 
1) of row 1, the expert was asked to determine whether the abbreviation was clinically relevant or not. We defined 
an exclusion list for determining clinical relevance. An abbreviation is annotated as not clinically relevant if it 
belongs to the following categories, including abbreviations from general English, e.g., ‘mr’ for ‘mister’ and ‘am’ 
for ‘in the morning’; professionals such as ‘pcp’ for ‘primary care provider’ and ‘md’ for ‘medical doctor’; and 
location/department names, e.g., ‘vumc’ for ‘Vanderbilt University Medical Center’. In Figure 1, the “True” link on 
the top-right corner shows that this abbreviation was annotated as clinically relevant.  

Rows 2-4 shows the outputs from three NLP systems, whose names were not shown. In each row, an abbreviation 
detected by one NLP system was highlighted and the extracted CUIs and terms were displayed. A domain expert 
manually compared the NLP system’s extracted concept with the annotated sense in row 1 and decided if two 
concepts were the same. The “True” labels in rows 2-4 of figure 1 denote that the detected sense is a true positive 
according to experts’ judgment. 

 

 
Figure 1. An example from the annotation interface 

 

When judging the equivalence between the system-detected concept and the expert annotated sense, the experts 
considered the variations, synonyms, and more specific concepts. For example, for the sentence “MRI brain, EEG”, 
the experts’ annotation was “Magnetic resonance image”. But the NLP-detected concept was a lexical variant 
“Magnetic Resonance Imaging”, which would be determined as correct. Table 1 shows some examples of variance 
between expert-entered senses and system-detected concepts. 

 

Table 1. Examples of variance between expert-entered senses and system-detected concepts.  The physician 
reviewers interpreted each of these system outputs as “correct”. 

Sentence Experts entered sense System-detected concept 
CT scan of the abdomen was … Computer assisted tomography CT of abdomen 

X-Ray Computed Tomography 
… he was seen by Dr. … Doctor Physicians 
GAF 50 ; highest 60 Global Assessment of Functioning Global assessment 
HTN Hypertension Hypertensive disease 
… recent CEA , CAD , HTN Coronary artery disease Coronary heart disease 
MRI brain , EEG Magnetic resonance image Magnetic Resonance Imaging 

MRI brain procedure 

 

Evaluation 

Based on the expert physicians’ judgments, we reported each NLP system’s coverage, precision, recall, and F-score. 
Coverage was defined as the ratio between the number of abbreviations detected by the NLP system (not necessary 
correct) and the number of abbreviations in gold standard. Precision is defined as the ratio between the number of 

Examples	  of	  variance	  between	  expert-‐entered	  senses	  and	  
system-‐detected	  concepts.	  	  The	  physician	  reviewers	  
interpreted	  each	  of	  these	  system	  outputs	  as	  “correct”	  	  



Clinically	  Relevant	  Abbrevia#ons	  

An	  abbrevia$on	  is	  annotated	  as	  not	  clinically	  relevant	  if	  
it	  belongs	  to	  the	  following	  categories,	  including:	  

–  General	  English,	  e.g.,	  ‘mr’	  for	  ‘mister’	  ,	  ‘am’	  for	  ‘in	  the	  
morning’	  

–  Professionals	  such	  as	  ‘pcp’	  for	  ‘primary	  care	  provider’	  and	  
‘md’	  for	  ‘medical	  doctor’	  

–  Loca:on/department	  names,	  e.g.,	  ‘vumc’	  for	  ‘Vanderbilt	  
University	  Medical	  Center’	  	  



Report	  Scores	  
–  Coverage:	  The	  ra$o	  between	  the	  number	  of	  
abbrevia$ons	  detected	  by	  the	  NLP	  system	  (not	  
necessary	  correct)	  and	  the	  number	  of	  abbrevia$ons	  in	  
gold	  standard	  	  

–  Precision:	  The	  ra$o	  between	  the	  number	  of	  
abbrevia$ons	  detected	  with	  correct	  sense	  and	  the	  
total	  number	  of	  detected	  abbrevia$ons	  by	  the	  system	  	  

–  Recall:	  The	  ra$o	  between	  the	  number	  of	  
abbrevia$ons	  detected	  with	  correct	  sense	  and	  the	  
total	  number	  of	  abbrevia$ons	  in	  gold	  standard	  	  

–  F-‐score:	  2*Precision*Recall/(Precision+Recall)	  	  



Results	  

 

 
 

  

abbreviations detected with correct sense and the total number of detected abbreviations by the system. Recall is 
defined as the ratio between the number of abbreviations detected with correct sense and the total number of 
abbreviations in gold standard. F-score is calculated as: 2*Precision*Recall/(Precision+Recall). 

We reported systems’ performance at two levels: 1) All abbreviations (ALL): we calculated the performance on all 
abbreviations, irrespective whether the abbreviation was clinically relevant or not; and 2) Clinically relevant 
abbreviations (CLINICAL): we only considered the abbreviations that were marked as clinically relevant. In 
addition, we searched all annotated abbreviations and identified a set of ambiguous abbreviations, which had two or 
more different senses according to experts’ annotation. We then reported the performance of three systems on those 
ambiguous abbreviations.  

 

Results 

The experts’ annotations of the 32 discharge summaries identified 1,112 occurrences of abbreviations, where 855 
occurrences were labeled as clinically relevant. The 1,112 occurrences were contributed by 332 unique 
abbreviations, with 275 designated clinically relevant. On average, there were 35 abbreviations in each discharge 
summary. Among all 332 unique abbreviations, 16 of them were ambiguous, which contributed to 229 occurrences. 

Table 2 shows the performance of three systems on handling all abbreviations in the 32 discharge summaries. 
MetaMap recognized most abbreviations (N=599), and thus reached a highest coverage of 0.539. MedLEE achieved 
a high precision of 0.927, and also had the best recall (0.445) and F-score (0.601). When only clinically relevant 
abbreviations were included in the evaluation, all three systems showed improved performance (see Table 3): 
MetaMap (F-score 0.338 ! 0.350), MedLEE (F-score 0.601 ! 0.705), and cTAKES (F-score 0.165 ! 0.213), 
among which MedLEE achieved a highest F-score of 0.705. Table 4 shows the results on the 16 ambiguous 
abbreviations only. Both MetaMap and cTAKES performed worse on ambiguous abbreviations, especially for 
cTAKES (F-score 0.165 ! 0.03). MedLEE’s F-score, however, was slightly increased. 

 

Table 2 Performance of MetaMap, MedLEE, and cTAKES for all abbreviations. 

NLP system #ALL  #Detected #Correct  Coverage Precisio
n 

Recall F-score 
MetaMap 1,112 599 289 0.539 0.482 0.260 0.338 
MedLEE 1,112 534 495 0.480 0.927 0.445 0.601 
cTAKES 1,112 452 129 0.406 0.285 0.116 0.165 

 

Table 3 Performance of MetaMap, MedLEE, and cTAKES for clinically relevant abbreviations 

NLP system #ALL  #Detected #Correct  Coverage Precision Recall F-score 
MetaMap 855 452 229 0.529 0.507 0.268 0.350 
MedLEE 855 501 478 0.586 0.954 0.560 0.705 
cTAKES 855 316 125 0.370 0.400 0.146 0.213 

 

Table 4 Performance of MetaMap, MedLEE, and cTAKES for 16 ambiguous abbreviations 

NLP system #ALL  #Detected #Correct  Coverage Precision Recall F-score 
MetaMap 229 108 50 0.472 0.463 0.218 0.297 
MedLEE 229 142 135 0.620 0.951 0.590 0.728 
cTAKES 229 166 6 0.725 0.036 0.026 0.030 

 

Discussion 

This study evaluated three existing clinical NLP systems – MetaMap, MedLEE, and cTAKES – for their ability to 
handle abbreviations in a random sample of 32 discharge summaries. Our evaluation showed that, overall, existing 
NLP systems did not perform very well on clinical abbreviation identification. MedLEE achieved a highest F-score 
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Performance	  for	  ‘ALL’	  abbrevia$ons	  	  ‘Clinically	  Relevant’	  abbrevia$ons	  	  
‘Ambiguous’	  abbrevia$ons	  	  



Discussion	  

•  Exis$ng	  NLP	  systems	  did	  not	  perform	  very	  
well	  on	  handling	  abbrevia$ons	  

•  The	  performance	  difference	  can	  actually	  be	  
explained	  by	  their	  system	  architectures:	  
– MedLEE	  integrates	  an	  abbrevia$on	  lexicon	  and	  
implements	  a	  set	  of	  rules	  for	  disambigua$on	  	  

– cTAKES	  does	  not	  implement	  any	  disambigua$on	  
modules	  	  



Limita#ons	  

•  The	  results	  reported	  here	  may	  not	  reflect	  the	  
op$mized	  performance	  for	  each	  NLP	  system	  	  
– MetaMap,	  cTAKES	  :	  user	  supplied	  abbrevia$ons	  lists	  
– MedLEE	  extracts	  clinically	  important	  concepts	  only	  	  
–  Bias	  may	  exist	  in	  the	  annota$on	  



Conclusion	  

•  Iden$fica$on	  of	  clinical	  abbrevia$ons	  and	  
their	  meanings	  is	  s$ll	  a	  challenge	  task	  in	  
current	  clinical	  NLP	  systems	  

•  Integra$ng	  advanced	  abbrevia$on	  recogni$on	  
and	  disambigua$on	  modules	  might	  improve	  
exis$ng	  clinical	  NLP	  systems	  	  



Acknowledgement	  

•  NLM	  Grant:	  R01LM010681	  	  
•  Dr.	  Alan	  Aronson	  and	  Dr.	  Carol	  Friedman	  for	  their	  
support	  on	  running	  MetaMap	  and	  MedLEE	  	  

•  Vanderbilt	  University	  Medical	  Center’s	  Synthe#c	  
Deriva#ve,	  supported	  by	  ins$tu$onal	  funding	  and	  by	  
the	  Vanderbilt	  CTSA	  grant	  1UL1RR024975-‐01	  from	  
NCRR/NIH	  	  



Thanks
Q & A


Yonghui.Wu@uth.tmc.edu 



Running	  NLP	  Systems	  and	  Alignment	  

•  Three	  exis$ng	  clinical	  NLP	  systems	  were	  used	  
to	  process	  these	  32	  discharge	  summaries	  	  

•  Post-‐processing	  parser	  programs	  were	  used	  to	  
align	  the	  system	  output	  with	  the	  original	  text	  	  

DS	  notes	   NLP	  
Systems	  

Post	  
processing	  

Annota$on	  
System	  


